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Al Usage Tracking on the Horizon - What You Need to Know

August 12, 2026 - The European Union has a new rule for artificial intelligence, and at first glance it sounds fairly
reasonable. Under Article 50 of the EU Al Act, companies providing generative Al systems must make Al-generated text,
images, audio and video machine-readable and detectable as artificially generated or manipulated. The transparency
requirements took effect in this month. The European Commission says the objective is to help people distinguish
synthetic material from authentic material and address problems such as misinformation, impersonation, fraud and
deceptive Al-generated content.

There is certainly a legitimate problem here. Al can create remarkably convincing photographs of events that never
happened. It can clone someone's voice. It can create video of a politician appearing to say something he or she never
said. And it can produce enormous quantities of text for propaganda, scams and phishing campaigns. Knowing whether
that material was created by artificial intelligence can have value.

But there is an old warning that seems particularly appropriate here: The road to perdition is paved with good intentions.

What is being built to identify artificial content could eventually become something quite different: an infrastructure
capable of tracking the people using artificial intelligence.

The Watermark You Can't See

Anthropic, the company behind Claude, has begun implementing machine-readable markings in response to the EU
requirements. New Claude models launched in the EU beginning this month include watermarking for generated text,
while supported generated files can contain digitally signed provenance information. Anthropic is applying the system
globally rather than restricting it to European users.

Google has been doing something similar for some time through a technology called SynthiD.

The technology sounds more complicated than it really is.

With an image, an invisible pattern can be incorporated into the image itself. You don't see it, but software designed to
detect the pattern can recognize it. Google's SynthID can similarly watermark video and audio.

Text is more interesting.

When Al writes a sentence, it continually chooses among possible words and pieces of words. There are usually
numerous perfectly acceptable ways to say the same thing. A watermarking system can subtly influence those choices
according to a mathematical pattern. The resulting paragraph looks completely normal, but over enough text, specialized
software may be able to recognize the pattern.

In other words, the watermark isn't necessarily hidden metadata attached to the document. The watermark can
effectively be woven into the writing itself.

That means copying the text from Claude or Gemini and pasting it into Notepad doesn't necessarily eliminate it. Google
says SynthID Text modifies the probabilities involved in choosing words during generation, creating a statistical signature
that its detection technology can recognize.

Google has also developed a SynthID Detector that can examine material for these watermarks.

That should make us think carefully about what we're creating.

The Problem Isn't Just Fake News

Consider an ordinary job applicant.

She writes her rA©sumA®© herself and then asks an Al:

"Can you make this sound more professional?"

The Al reorganizes a few sentences, cleans up the grammar and improves some bullet points.

The employment history is hers. The education is hers. The accomplishments are hers. The ideas are hers.
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But the resulting text may now be detectable as having been generated or rewritten by Al.
What happens when employers begin scanning rA©sumA®©s for Al watermarks?
Maybe nothing.

Or perhaps an employer decides it doesn't want applicants who used Al to prepare their rA©sumA®©s. The applicant submits
the rA©sumA®©, an automated system detects an Al watermark, and the application quietly goes into the rejection pile.

The applicant may never even know why.

Now apply the same concept to a college application. A business proposal. A legal document. An insurance application.
A newspaper submission. An email. Or computer source code.

The technology doesn't necessarily tell us that someone cheated or lied.
It may simply tell us this person used Al.

Those are two very different things.

What About the Criminals?

Here's an additional irony.

One of the major justifications for Al watermarking is combating fraud and misinformation. Google itself has cited
misinformation and phishing among the problems watermarking may help address.

But scammers are exactly the people most motivated to remove or avoid the watermark.

They can rewrite the text. They can run it through another system. They can use an Al model that doesn't implement
watermarking. They can mix Al-generated text with templates or human-written material.

Research has already demonstrated significant weaknesses in text-watermarking systems when material is paraphrased
or otherwise transformed. A study last month testing several watermarking methods found very high watermark-removal
rates after paraphrasing Al written text, although those experimental results should not be treated as a direct test of
Anthropic's newly announced implementation.

Meanwhile, the ordinary person using Al to clean up a rA©sumA® isn't trying to hide anything. The law-abiding user may
therefore be easier to identify and punish than the criminal the technology was supposedly intended to help catch.

The Missing Half of the Equation

If watermarking is really intended to combat scams and misinformation, then detection needs to happen where the
potential victim encounters the content.

Imagine receiving an email and seeing: Warning: This message contains Al-generated content and exhibits other
characteristics associated with phishing.

That's useful information.

Google, Microsoft and other email providers could incorporate Al provenance into their existing spam and phishing
systems, alongside sender reputation, suspicious links and other indicators.

But merely watermarking billions of legitimate Al conversations doesn't accomplish that.
And more importantly, Al-generated does not mean malicious.

An Al-generated email asking to reschedule Tuesday's meeting isn't dangerous. A personally typed email directing
someone to a fake bank login page is.

The useful distinction is between legitimate and malicious, not between human and Al.

Now Follow the Technology One Step Further
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Today's watermark might simply indicate: This text was generated by Claude.

But there is no fundamental reason the technology has to stop there.

Future systems could theoretically identify: This was generated by Claude version X.

Or: This was generated using watermark group 4732.

Or eventually: This was generated using a particular account.

To be clear, there is no evidence that Anthropic or Google is currently putting personally identifying account information
into these text watermarks. But once governments require Al companies to build an infrastructure capable of marking
and recognizing generated content, the technical foundation exists for more sophisticated forms of attribution.

Suppose law enforcement is investigating someone.

A court could someday be asked to order an Al provider to place a unique watermark on material generated by that
person's account.

The individual asks an Al to help write something and subsequently publishes it anonymously.
Investigators obtain the text.

The watermark identifies the account.

What began as: "Was this generated by Al?"

has become: "Who generated this?"

That is an enormous change in purpose.

Political Speech Makes the Question More Serious

Consider a government investigating members of a controversial political organization.

It doesn't particularly matter whether the organization is on the political left or right. Governments change. Political
majorities change. The surveillance powers created by one administration eventually become available to its successors.

Imagine authorities obtaining legal authority to identify Al-generated material associated with selected individuals or
organizations.

An anonymous political essay appears online.

Was Al used to prepare it?

Was it generated using a particular service?

Could a provider determine which account produced it?

Those questions aren't science fiction once individualized watermarking becomes technically possible.

The EU rule today does not require Al companies to identify individual users through watermarks. It requires Al-
generated material to be detectable as artificial. That distinction is important. But governments are nevertheless requiring
private companies to construct the underlying identification infrastructure.

That deserves considerably more scrutiny than it has received.

Legislating Technology Without Understanding It

This illustrates a larger problem with technology regulation.

Many of the legislators voting on Al rules&€”in Europe, the United States and elsewhere&€’have little practical understanding of
how large language models actually work.

That isn't particularly surprising. Legislators cannot be experts on everything they regulate.
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But artificial intelligence is developing extraordinarily quickly, and seemingly straightforward requirements can have
consequences that aren't obvious from the language of a statute.

"Make Al-generated material identifiable" sounds sensible.

It sounds considerably different when translated into: Put an invisible, persistent, machine-readable signal into the things
ordinary people create with Al.

And it sounds different again when we ask: Who will be allowed to detect that signal? What information will it reveal? Can
employers use it? Can schools use it? Can governments use it? Can law enforcement compel a provider to make the
signal unique to a particular person?

Those questions should have been part of the discussion before governments started requiring the infrastructure.
Unfortunately, that train has left the station and now it is probably up to the same legislators who have created this issue
to fix it.

Privacy by Design, Not Promise

There is a straightforward principle that could substantially reduce the danger.

Al provenance systems should be designed so that a watermark can identify the system, but never the individual.

A detector might legitimately determine: This appears to have been generated by Claude.

But the watermark itself should never reveal: This was generated by account 12345.

Nor should it contain a persistent identifier for a user, device, conversation, session or individual generation that the
provider can later connect to someone's identity.

That limitation should not merely appear in a company's privacy policy. It should be built into the technical standards and,
where appropriate, the law.

Because privacy policies change.

Governments change.

Laws change.

And databases that were created for one purpose have a remarkable tendency to become useful for another.
The EU is trying to solve a real problem. Synthetic media, Al-assisted fraud and large-scale misinformation deserve
serious attention. But creating an infrastructure that allows machines to recognize Al-generated speech has
consequences far beyond fake photographs and phishing emails. The privacy implications are enormous.

Today the question is: "Did Al create this?"

Tomorrow it could be: "Which Al created this?"

And eventually someone is going to ask: "Who created this with Al?"

We should decide whether we are comfortable with that capability before, rather than after, it exists. Because the
technology to accomplish that already exists. And the thought of it being used this way is a bit frightening.

by Jim Malmberg

Note: When posting a comment, please sign-in first if you want a response. If you are not registered, click here.
Registration is easy and free.
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